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Abstract—Next generation self-organizing networks (NG-
SONs) are the key that will lead to the full automation of
the network management in the forthcoming generations of
cellular communications. New challenges, like the deployment
of novel wireless services or the aim of operators at providing
an end-to-end monitoring and optimization, make it necessary
to develop an innovative scheme for network management. In
this paper, a self-healing (SH) framework for next-generation
networks using dimensionality reduction is proposed as the tool
enabling the management of an increasingly complex network,
taking advantage of both feature selection and feature extraction
techniques. A proof of concept has been carried out in the context
of automatic diagnosis in a live network. Results show that the
proposed framework can effectively manage a high-dimensional
environment, eventually automating the tasks usually performed
by troubleshooting experts while optimizing the performance of
the diagnosis tool.

Index Terms—Self-organizing networks (SONSs), self-healing,
dimensionality reduction, feature selection, feature extraction,
fault diagnosis, root cause analysis (RCA), performance indicator.

I. INTRODUCTION

UTURE cellular networks are expected to present a level
of complexity never seen before in their way toward 5G
[1]. Thus, the idea of networks aiming at a fully automated
and optimized management arises as a pressing need. This is
the goal of NG-SONSs, which, as of today, support operators in
their daily tasks, contributing to decrease both the operational
expenditure (OPEX) and the capital expenditure (CAPEX) [2].
SONSs, and especially, the field of self-healing (SH), is
built on the concept of network performance indicators. These
provide operators with information about the current state of
the network, allowing performance degradations to be detected
and their eventual root cause to be diagnosed and repaired.
Currently, network performance indicators range from alarms
and event counters to more complex metrics. However, with
the advent of 5G, new sources of information are expected
to be added to the former. In order to have a broader view
beyond the network itself, context information is planned to be
included in NG-SON mechanisms [3]. In addition, end-to-end
performance indicators including service-specific metrics are
intended to be assessed in new cellular networks as a means
of enhancing the quality of experience (QoE) perceived by the
user.
This scenario leads to an increase in the already huge
amount of sources of information in cellular networks, some of
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which may not be truly relevant for the network management.
In particular, this volume and variety of available data impacts
on two aspects regarding the network management. On the
one hand, it poses a storage problem: large databases in the
Operations Support System (OSS) must be deployed to collect
a continuous stream of information coming from different
monitoring processes all along the network. On the other hand,
network experts are in charge of identifying the most relevant
performance indicators for each SON use case, so that the
resulting SON functions can be simple enough to be easily
handled, but sufficiently complex to manage some aspects of
the network behavior.

In the context of automatic diagnosis in SH, troubleshooting
experts would have to select those indicators which best allow
a performance degradation to be detected and a given fault
cause to be diagnosed. This selection has been traditionally
performed by hand, according to the operators’ expertise.
Examples of this can be found in recent works on self
healing networks [4], [5]. Given the ever increasing number
of network functionalities, the variety of indicators related to
these and the diversity of issues that may consequently arise,
this selection may often lead to sub-optimal SH functions due
to the human bias. Furthermore, this selection is often a highly
time-consuming task, given the not always evident relation
between indicators and network faults. Therefore, a tool for
the automatic selection of relevant performance indicators or
the computation of a reduced set of new indicators in cellular
networks is eagerly needed. That is, a tool for dimensionality
reduction in which the performance indicators are the dimen-
sions (also referred to as features) on which to act.

On this line, some steps have already been taken in an at-
tempt to find a small subset of performance indicators leading
to a minimum diagnosis error rate (DER) of a subsequent
diagnosis algorithm. In [6], a genetic algorithm is used to
this purpose. In [7], the selection of performance indicators
is carried out using an unsupervised technique, allowing the
application of feature selection over databases of unlabeled
data.

Apart from self healing in cellular networks, there are other
fields that have come across with the same problem, and that,
consequently, have used tools for dimensionality reduction. In
the field of computer vision, an image may be seen as a heavy
container of scarce useful information and a lot of useless data
[8]. In medicine, it is often needed to identify and isolate the
subset of genes behind a certain pathology [9].

In this paper, first, feature selection and feature extraction
techniques are presented, together with their main benefits
and drawbacks in the field of automatic diagnosis in self-



healing. Then, a framework for automatic diagnosis in self-
healing incorporating both kinds of techniques is proposed,
beyond the works in which dimensionality reduction is only
addressed by feature selection ([6], [7]). This framework
allows using both labeled and unlabeled data, as well as
integrating performance information from different sources.
Furthermore, it supports and even relieves troubleshooting
experts from dealing with such amount of different data
(decreasing the OPEX). Regarding the OSS, it enables a
reduction of the network storage needs, as well as the eventual
complexity of the self-healing mechanisms (decreasing the
CAPEX). Finally, a proof of concept is carried out comparing
different techniques for dimensionality reduction using data
gathered from a live cellular network.

II. FEATURE SELECTION

Within dimensionality reduction, feature selection consists
in identifying the subset of features which are considered as
the most relevant according to a certain criterion or target. It is
usual that this kind of techniques are implemented as a feature
scoring algorithm with a given threshold. In this way, a feature
selection technique acts as a filter: only those attributes above
the threshold pass through the filter, whereas the others are
discarded and considered as non relevant.

Besides, within feature selection techniques, there is a wide
variety of both supervised and unsupervised techniques. The
first use the information contained in the features as well as
a ground truth label. In a classification or diagnosis problem,
this label describes the class that a given sample belongs to.
In SH, this label stands for the network state under which
that sample was collected. Supervised methods try to find
the features whose behavior varies the most depending on
these labels (e.g., [6]). Conversely, unsupervised methods only
rely on the information contained in the features themselves.
These techniques are used when no labeled samples are
available. However, given a set of labeled samples, the usage
of supervised or unsupervised techniques may depend on
different criteria. Although in this case, supervised techniques
are often preferred, unsupervised techniques (e.g., [7]) may
allow finding features which reveal underlying classes that
were not initially considered among the set of ground truth
labels.

A schematic for a feature selection technique is shown
in Figure la. This technique takes as its input the pair
(%,y), where x stands for a vector of N features (¥ =
{x1,%2,...,xn} € RN ) and y stands for the ground truth label,
which may be present (to be used by a supervised technique)
or not. As a result, a list of selected KPIs is provided and
used to filter ¥, leading to £. Now, £ = {x;,...x;} € RS, with
i,je{l,...,N},i#jand S < N.

The fact that the selected features make up a subset of
the original feature set brings a big advantage from the
point of view of human experts: the resulting performance
indicators preserve the meaning of those at the input. This
way, they are still comprehensible by troubleshooting experts.
Related to this, automatic selection of performance indicators
entails a second advantage. If the most relevant performance

indicators for a certain purpose are known in advance, then
the monitoring of all the indicators considered as non relevant
might be disabled. This would lead to a significant reduction
in the storage needs of the network databases, even though the
selection should be reassessed every certain time.

III. FEATURE EXTRACTION

Unlike the selection approach, in feature extraction a new
set of features is built from the original feature set, so that
the number of the resulting new features is lower than the
number of the original ones. From the mathematical point of
view, feature extraction is a tool that allows projecting the
original features onto a more convenient and reduced basis.
New features are built in such a way that they retain as
much information as possible from the original feature set.
In the context of cellular networks this means that a new
set of synthetic performance indicators are built upon the
combination of the original ones.

Feature extraction techniques may be classified into linear
and non-linear techniques. The first group is made up of
techniques whose output are weights to be directly applied
to the original feature set, so that the new features result from
a linear combination of the first. One of the best known and
most widely used technique of this kind due to its simplicity
and effectiveness is principal component analysis (PCA). This
technique performs an orthogonal transformation to convert
a set of observations of possibly correlated features into a
set of uncorrelated variables called principal components. In
non-linear feature extraction techniques, however, a non-linear
transformation is applied to the original feature set. Kernel
PCA (kPCA) or self-organizing maps (SOM) are examples of
widely used non-linear feature extraction techniques.

Feature extraction poses an interesting advantage when
compared to feature selection. Given that the new synthetic
features are computed based on the combination of those from
the original feature set, such indicators could contain a much
higher amount of useful information than if a technique for
feature selection was used. That is, the original feature set
could be compressed into a smaller set of rich information
synthetic performance indicators. This is specially useful for
many machine learning techniques, which are commonly used
as SON functions, and which usually suffer from issues related
to the sparsity of data along the features they use.

Feature extraction, however, poses some non negligible
drawbacks. First, the synthetic performance indicators gen-
erated this way are not comprehensible by troubleshooting
experts, making it difficult to relate them to a given network
state. And second, every time a new sample for a synthetic
performance indicator is to be computed, a value for all of its
components is needed, needing all of them to be permanently
monitored.

A schematic for feature extraction is shown in Figure 1b.
In this case, given that the vast majority of feature extraction
techniques is unsupervised, only X is used as its input. The
result is a model for KPI transformation. This model may
differ depending on the particular technique being used. For
example, it may consist of a matrix describing how the
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Fig. 1. Schematics for feature selection (a) and feature extraction (b) in the
context of self-healing functions.

indicators at the input are linearly combined to produce the
synthetic ones. It may also describe non-linear functions to
be applied over the former to get the latter. In any case, the
resulting output takes the form of ¥ = {X,,...,%,} € RE with
E < N, where the tilde highlights the fact that the features at
the output are different from those at the input.

IV. DIMENSIONALITY REDUCTION-BASED SELF-HEALING
FRAMEWORK

SH functions often consist of three phases: a design phase,
usually involving a network expert (referred to as troubleshoot-
ing expert), followed by a training phase and an operating
phase, in which SH functions operate autonomously. The
design phase is in which troubleshooting experts apply their
knowledge. First, they are in charge of selecting the set of
network states to be eventually identified and repaired. Next,
they select the performance indicators that, to their knowledge,
best allow those states to be eventually diagnosed. And finally,
they are in charge of providing a knowledge base for SH
functions, usually in the shape of a set of samples, labeled
by them after having been analyzed. Each label stands for the
network state that the troubleshooting expert infers regarding
the values of the performance indicators. Thus, each sample
may be seen as an N+1-dimensional vector, where the first
N components stand for the performance indicators used to
monitor the network status, and the remaining component
stands for the label. In the training stage, SH functions learn
how network states and performance indicators relate to each
other. To that end, a system model is built by analyzing
the collection of labeled network samples provided by the
troubleshooting expert. Finally, during the operating phase,

SH functions predict a network state and even decide which
actions to take given a set of new unlabeled samples and the
system model from the training phase.

Figure 2 shows the proposed framework for SH functions, in
which the upper block covers the design and training phases,
and the lower block covers the operating one. These blocks
are further divided into two sections by a dotted vertical
line. The left side (which is common in both the upper and
lower block) corresponds to a data acquisition and formatting
stage. It is in charge of gathering and integrating data coming
from different sources. The right side is the one performing
the dimensionality reduction and data forwarding to the SH
function.

The main target of the data acquisition and formatting
stage is to provide SH functions with information as much
varied and detailed as possible: from the RAN- (radio access
network) and core-level information that is used in current
SON deployments, to UE- and context-level information. As of
today, cell-level performance indicators may be directly found
in the OSS databases, in the form of event counters or more
elaborated metrics, computed from the first. The information
from the UE may be retrieved in two different ways: in a
network-managed way, following the minimization of drive
tests (MDT) functionality [10], and by means of specific
software running on the UE, acting as an end-user probe. In
the first case, this information is stored in base stations as
UE logs, consisting of signaling trace records. For example,
a register of call trace events collected along the Uu, S1 and
X2 interfaces and radio link power and quality measurements
for LTE (long-term evolution) networks. In the second case,
these probes allow operators to retrieve service-specific end-
to-end performance metrics, providing information about the
quality of service (QoS) experienced by end-users. Regarding
context information, the most used type is user location and
speed, which can be retrieved from MDT logs. Other sources
of context information are social networks and over-the-top
(OTT) applications. In these cases, network operators and
service providers must reach an agreement, so that the former
can retrieve the information collected by the latter. Finally, in
line with the end-user perceived quality of experience (QoE),
information from the users’ complaints may be retrieved using
a customer experience management (CEM) tool.

Having the information from different sources collected, a
formatting process is needed for the resulting indicators to
be expressed in an homogeneous format. On the one hand,
this procedure includes making these indicators share the
same temporal resolution. And, on the other hand, it includes
transforming them into quantitative variables in case they were
not. For example, in the case of the customers’ complaints. As
a result, a sample made up of N indicators may be expressed
as X = {x1,x2,...,xn} (see Figure 2, both in the upper and
lower blocks).

Regarding the dimensionality reduction section, a different
approach is followed in each block in Figure 2. Starting
with the upper block (design and training phases), a feature
selection technique is proposed to be used over x. This sets
the troubleshooting expert aside from having to analyze and
select the most relevant performance indicators for the SH
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Fig. 2. Proposed framework for next-generation self-healing networks, including different data sources and dimensionality reduction techniques.

function. At this point, and given that no label is attached to
the samples, an unsupervised technique for feature selection
should be used (e.g., [7]). This will result in a list of selected
key performance indicators (KPIs), which will be used to filter
%, resulting in £ € RS, with § < N. The next step is to provide
a network state label, y, to each sample, resulting in the pair
(%, y). Despite the aim at minimizing human intervention, it is
necessary to use troubleshooting experts’ knowledge in early
network deployments for this task. However, assuming a suffi-
ciently mature network, meaning the availability of a populated
enough database of past solved cases, the troubleshooting
expert could be relieved of analyzing new cases for new re-
trainings. Having such database, these labels could be provided
by a case-based reasoning (CBR) tool. This tool would verify
how similar the new cases under evaluation are with respect to
those that have already been evaluated in the past by the SH
function. That would also be useful for the feature selection
technique, which could be supervised instead.

Next, in order to optimize the way how information is
provided to the SH functions, the usage of a feature extraction
technique is proposed. It intends to further reduce the number
of performance indicators at the input of SH functions, in an
attempt of compacting the indicators already selected into a
reduced number of new synthetic indicators. This allows SH
functions to be more time efficient and less prone to over-
fit, one of the most common issues in machine learning. As
a result, a model for KPI transformation is provided. This
transformation is applied over the pair (X,y) (only affecting
X), resulting in the pair (X, y), which is used for the training
of the SH function. Now, ¥ € RE, with E < S.

Once that the SH function has been trained (i.e., that the

model relating ¥ and y has been built), it can be used in the
operating phase. In this phase, the new unlabeled samples to
be evaluated, X, must be first reduced to the form X%. Thus,
a filter using the list of selected KPIs derived in the prior
phases is used, without having to compute the list again. In
order to reduce the storage needs of the network databases, this
filter could be implemented by only monitoring and storing
the performance indicators in the list. In the same way, the
KPI transformation derived in prior phases is applied next
to get X, without having to compute it again, feeding the
SH function. Finally, the resulting output of this function is
stored in a database of past cases, so that it helps automating
future re-designs and re-trainings. At this point, it is the
operator’s decision whether to store X, £ or ¥ together with
the resulting output, being a trade-off between the capability to
improve future feature selection and labeling and their storage
requirements, respectively.

V. PROOF OF CONCEPT

A proof of concept has been carried out to assess the pro-
posed framework. To this purpose, a diagnosis tool consisting
in a linear discriminant analysis (LDA) classifier has been
used. Due to the unavailability of a dataset from a live network
simultaneously containing cell-, UE- and context-data, this
proof of concept has been divided into two tests. In the first,
a high-dimensional dataset ([11]) only containing cell-level
data from a live network is used to prove the benefits of the
proposed framework in terms of dimensionality reduction. In
the second, a medium-dimensional simulation-based scenario
([12]) containing cell-, UE- and context-data is used to prove
its benefits in terms of data integration.



A. Test 1: dimensionality reduction

1) Experiment setup: A 359-sample dataset from the OSS
of a live LTE RAN has been used. The samples are made up
of 286 cell-level performance indicators (ranging from RRC
event counters, to CPU and volume metrics) plus a ground
truth label. These labels were previously elicited from trou-
bleshooting experts and correspond to four different abnormal
situations: high traffic, no traffic, high CPU utilization and low
coverage.

In this test, 30% of the samples are used by the dimension-
ality reduction techniques to compute the list of selected KPIs
and their subsequent transformation (see Figure 2). Another
50% are used in the training phase of the SH function, and
the remaining 20% are used to test the performance of the
classifier in terms of its DER. This test is repeated 100 times,
given the small sample size, shuffling the samples belonging
to each of these three subsets in each repetition.

Seven different situations are assessed in order to test
different schemes for dimensionality reduction in SH. The
first situation, shown as a baseline, results from taking all
the available indicators from the database and using them as
the input for the diagnosis algorithm. In the second case, a
troubleshooting expert (abbreviated as TE onwards) is asked
to select the subset of indicators that, to his knowledge, better
represent the variety of underlying fault causes. In this case,
20 out of the 286 available indicators were selected. Next,
two different unsupervised techniques for feature selection
have been used [13], [7] (abbreviated as Ul and U2). This
represents the case of an early deployment of a cellular
network, when no knowledge from past cases is available.
Ul selects the features according to the so-called Laplacian
score. U2 uses a clustering stage followed by a supervised
technique from feature selection to make the overall method
unsupervised. Following, there are two cases of dimensionality
reduction through supervised techniques for feature selection
(abbreviated as S1 and S2 onwards), corresponding to [14]
and [15]. These cases correspond to a situation in which
a certain amount of past solved cases is available. In [14],
a sequential feature selection technique is used, whereas in
[15], technique known as neighborhood component feature
selection is used. In Ul, U2, S1 and S2, 20 indicators have
been selected, so the comparison among these and TE can be
fair. Finally, the proposed framework (FR) has been tested. To
that end, S2 has been used, followed by a PCA module for
feature extraction. In this case, we took the first four principal
components, retaining 90% (on average) of the total variance
of the indicators selected by S2 (Figure 3).

An additional test is carried out to show the trade-off
between the number of synthetic indicators provided by the
feature extraction module and the resulting performance of the
SH tool. To that end, a PCA module is used following S2 using
an increasing number of considered principal components and
assessing the subsequent DER.

2) Results and discussion: In Figure 3, each box plot shows
the first, second and third quartile as well as the lower and
upper adjacent values for each of the situations for dimen-
sionality reduction throughout the 100 iterations. Outliers are
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Fig. 3. DERs for an LDA classifier given different methods for dimensionality
reduction over performance indicators. TE = Troubleshooting Expert; U1 [13];
U2 [7]; S1 [14]; S2 [15] and FR (the proposed framework). The number of
indicators used as the input of the SH function is shown between parentheses.

TABLE I
SELECTION OF KPIs

Troubleshooting expert

2. Average CQI

4. Retainability

6. Handover succ. rate

8. Downlink data volume
10. Accessibility

. Dropped call rate

. CPU load 60%-80%

. E-RAB estab. succ. rate
. Uplink data volume

. #Bad cov. eval. rep.

O W W=

Supervised feature selection technique S2 ([15])

.#2 < SINRpyscH < 2dB 2. #10% < PRB DL utiliz. < 20%

. #Bad cov. eval. rep. 4. #9 < SINRpyccH < -6 dB

. #HARQ failure UL QPSK 6. Traffic volume PDCP DRB DL

. UE average session time 8. #RRC conn. establ. succ.

. #RRC conn. estab. att. MOS 10. #(00 < UE UL throughput
(PDCP SDU) < 1 Mbps)

O W W —

shown as crosses. As it can be seen, the worst values for
DER correspond to the usage of all the indicators, since many
of them may contribute as noise sources in the diagnosis
process. The selection of TE shows a better performance
compared to that of the all indicators case, at the expense of
having spent a long time identifying which indicators could
be more related to the underlying fault causes. From here
on out, all the cases for dimensionality reduction show their
capabilities to relieve the TE from making this selection,
showing S2 and U2 as the best techniques for supervised and
unsupervised feature selection, respectively. Following any of
these approaches, the management costs would be reduced by
a decrease of a 93% (20 out of 286 indicators) the volume of
the OSS databases. Furthermore, FR achieves the minimum
median DER while only using four indicators. That is, further
achieving a reduction of 98.6% the databases size.

Table I shows 10 out of the 20 cell-level performance
indicators that TE selected (upper side). The lower side of the
table shows some of the indicators that S2 selected. As it can
be seen, the KPIs that TE selected tend to be magnitudes more
comprehensible or interpretable to a human, like the handover
success rate or the accessibility. However, these might not be
the best to identify a given set of network faults. S2 avoids
this human bias and, instead, selects a set of indicators that
despite being less directly interpretable by a human expert,
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of the variance explained by the first to the tenth principal component of
PCA. On the right axis, dashed line: resulting DER from taking an increasing
number of principal components as the performance indicators at the input of
the diagnosis SH function.

carries the kind of information needed for the purpose. For
example, several specific histogram-like counters are selected,
like the number of times that the DL PRB (physical resource
block) utilization ranges from 10% to 20%, rather than less
specific indicators, like the DL data volume.

Figure 4 shows the results (averaged over the 100 iterations)
when the synthetic performance indicators generated at the
output of the feature extraction technique are used at the
input of the diagnosis tool. The left axis shows in blue bars
in descending order the explained variance of the synthetic
performance indicators (i.e., the principal components). The
explained variance is a ratio: the variance calculated on a given
subset of features with respect to the variance calculated on the
whole feature set. The cumulated explained variance is shown
in a blue solid line on the same axis. The right axis shows the
corresponding subsequent DER. Nine synthetic performance
indicators are enough to reduce the DER to a 0%.

B. Test 2: data integration

1) Experiment setup: This simulation-based dataset con-
tains 574 one-minute cell-level samples and 574x600 UE-level
0.1-second samples. The states overshoot, interference, weak
coverage and normal state are forced on a cell, gathering its
indicators (e.g., call drop rate or PRB utilization) and those
from two of its neighbors. Only the UEs served by these cells
have been monitored. As for them, measurements over the
radiolink (RSRP, RSRQ, SINR) and throughput make up UE-
level data, including their position as context information. This
leads to a 78-dimensional dataset when all these features are
considered jointly.

Three different situations for data integration for diagnosis
have been assessed: using only cell-level data, using only
UE-data, and using both together. Each situation has been
further divided in two (leading to six situations), applying
or not the proposed framework over the integrated data. In
this test, the formatting stage (Fig. 2) consists in averaging
600 samples of UE data each minute. For each situation, the
same split, shuffling and number of repetitions as in Test 1
have been performed. In this test, FR consists in S2 selecting
20 indicators followed by PCA taking as many component
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Fig. 5. DERs of the diagnosis tool given different sources of data and
integration methodologies.

carriers as to gather 95% of the explained variance (five of
them, on average).

2) Results and discussion: Figure 5 shows that the best
case, FR(Cell+UE), corresponds to applying the proposed
framework over the integrated data sources. In such case, the
diagnosis tool benefits both from the richness of the data
provided and from their low dimensionality, two conditions
that are not present in any of the other situations.

VI. CONCLUSION

In this work, for the first time, a scheme for dimensionality
reduction made up of feature selection and feature extrac-
tion techniques has been proposed in the context of cellular
networks. This scheme enables a self-healing framework for
next-generation networks, capable of integrating different data
sources. Taking advantage of the benefits of both kinds of
dimensionality reduction approaches, the proposed framework
has proven its capability to relieve a network expert of analyz-
ing and selecting the most relevant performance indicators in
SH tasks and to reduce the storage needs of the OSS databases
while optimizing the performance of these tasks.
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