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Abstract. Current industry proposals for Hardware Transactional Memory (HTM)
focus on best-effort solutions (BE-HTM) where hardware limits are imposed on
transactions. These designs may show a significant performance degradation due
to high contention scenarios and different hardware and operating system limi-
tations that abort transactions, e.g. cache overflows, hardware and software ex-
ceptions, etc. To deal with these events and to ensure forward progress, BE-HTM
systems usually provide a software fallback path to execute a lock-based version
of the code.

In this paper, we propose a hardware implementation of an irrevocability mecha-
nism as an alternative to the software fallback path to gain insight into the hard-
ware improvements that could enhance the execution of such a fallback. Our
mechanism anticipates the abort that causes the transaction serialization, and
stalls other transactions in the system so that transactional work loss is mini-
mized. In addition, we evaluate the main software fallback path approaches and
propose the use of ticket locks that hold precise information of the number of
transactions waiting to enter the fallback. Thus, the separation of transactional
and fallback execution can be achieved in a precise manner.

The evaluation is carried out using the Simics/GEMS simulator and the complete
range of STAMP transactional suite benchmarks. We obtain significant perfor-
mance benefits of around twice the speedup and an abort reduction of 50% over
the software fallback path for a number of benchmarks.

1 Introduction

Transactional Memory (TM) [8] was first presented in 1993 [9] as a non-blocking syn-
chronization mechanism for shared memory chip multiprocessors (CMPs). TM pro-
vides the programmer with the transaction construct that executes the code within it
atomically and in isolation. Such transactional properties are ensured by the TM sys-
tem via the cache coherence protocol and dedicated hardware (hardware TM — HTM).

It is not until recently that some processor manufacturers have included HTM sup-
port in their commercial off-the-shelf CMPs [4, 10, 19, 21]. Current industry proposals
focus on best-effort solutions (BE-HTM) where hardware limits are imposed on trans-
actions. For instance, transactions cannot survive to capacity overflows, exceptions, in-
terrupts, page faults, migrations,... To deal with these limitations, BE-HTM systems
usually provide a software fallback path to execute a non-transactional version of the
code, often comprising a global lock.



In this paper we propose an implementation of a hardware irrevocability mecha-
nism as an alternative to the software fallback path to gain insight into the hardware
improvements that could enhance the execution of such a fallback. Irrevocability [3,
20] is a transactional execution mode that ensures transaction forward progress since
an irrevocable transaction cannot be aborted. Our mechanism anticipates the abort that
causes the transaction serialization, and stalls other transactions in the system so that
transactional work loss is minimized. In addition, we evaluate the main software fall-
back path approaches and propose the use of a ticket lock that hold precise informa-
tion of the number of transactions waiting to enter the fallback. Thus, the separation
of transactional and fallback execution can be achieved in a precise manner with the
corresponding performance benefits. The result is an enhanced Lemming effect avoid-
ance [6].

The evaluation is carried out using the Simics/GEMS simulator and the complete
range of STAMP transactional suite benchmarks. We obtain significant performance
benefits of around twice the speedup and an abort reduction of 50% over the software
fallback path for a number of benchmarks.

2 Baseline Architecture

Figure 1 shows the baseline architecture used in this paper. The system relies on the
L1 caches to store new transactional values of memory blocks, while old values are
kept into the L2 cache. A pair of read and write transactional bits per L1 cache block
marks whether the block was read or written within a transaction. Such bits can be
flash-cleared on transaction commit and abort. In case of abort, the blocks whose trans-
actional write bit is set are also invalidated. The cache coherence protocol maintains
strong isolation [13] and implements an eager conflict detection policy. The conflict
resolution policy is requester-wins, where the requesting transaction wins the conflict
and the requested one is aborted. The baseline cache coherence protocol is modified to
support the execution of transactions:

— Backup on first transactional store: If an L1 cache block is in M state and its write
transactional bit is not set, the L1 cache has to send the data to the L2 cache before
a transactional store is performed. This way the L2 cache holds the last old value
for the block.

— Abort on evictions: The replacement of a transactional block in an L1 cache implies
losing track of transactional loads and stores, which jeopardizes transaction isola-
tion; so transactions must be aborted on these type of evictions. Beside, L2 cache
block replacements may abort a transaction because of the inclusion property.

— L2 cache serves data of aborted transactions: The L2 cache must send the data
of aborted transactions. There are two situations: (i) The requester is already the
owner of the block. In such a case, the L2 cache simply responds with the data; (ii)
The requester is not the owner of the block. In this case, the directory forwards the
request to the owner, which receives a forward message for a block that is no longer
present in its L1 cache. Then, the L1 cache informs the L2 cache and the L2 cache
sends the data.
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Fig. 1: Baseline architecture of the BE-HTM Fig.2: Execution scenario of hardware irrevo-
system. cability vs. software fallback.

3 Hardware Irrevocability Fallback Mechanism

A common way to deal with hardware capacity overflows and to ensure forward progress
in commercial BE-HTM systems is a software fallback path. The code that Intel sug-
gests as fallback path in its optimization manual [1] comprises a global lock to execute
a failed transaction as a non-transactional critical section. Once a transaction aborts a
given number of times, the fallback path is taken. In addition, when a transaction is
successfully started, the fallback global lock is checked. If the lock was acquired, the
transaction aborts. If not, the transaction goes ahead with the lock in its read set so
that another transaction acquiring the lock can abort it. The clash of transactions and
fallback path sections is thereby avoided.

A hardware irrevocability mechanism provides several benefits over a software fall-
back code of that kind:

— The programmer is not burdened with the task of writing and tuning a fallback
code, which reduces the programming effort of transactional applications, one of
the main goals of transactional memory.

— There is no need for a lock so it is neither cached nor added to the read set of the
transaction, thus freeing limited hardware resources.



— Performance benefits: Figure 2 shows an execution scenario where a hardware irre-
vocability mechanism performs better than a software fallback code. The fallback
path version aborts transactional execution and retries the transaction as a locked
critical section. The other transactions running in the system abort as well, since
they read the lock at the beginning!. Execution is rebooted and serialized. How-
ever, the hardware irrevocability mechanism does not discard the transactional work
done so far. The other transactions are stalled when a transaction gets irrevocable.
Furthermore, the irrevocable one does not have to abort if it gets irrevocable just
before the event that causes irrevocability, e.g. before an L1 cache replacement.

The scenario in Figure 2 is optimistic. It considers no contention between the ir-
revocable transaction and the stalled ones, which would cause the abort of the stalled,
conflicting transactions. Additionally, the fallback code causes a chain reaction, also
called as Lemming effect [6], by which all transactions take the fallback path even if
they do not have reached the retry limit yet (Section 5 evaluates the Lemming effect
problem). Nonetheless, the figure depicts the potential of hardware irrevocability and
the weaknesses of a software fallback path.

3.1 Implementation

We propose a token-based implementation of the irrevocability mechanism where only
the core that owns the token can run irrevocably. Each core has a flag that indicates
whether there is an irrevocable transaction running in the system or not (the I bit).
Another flag in the core signals whether the irrevocable transaction belongs to this core
or to another core, i.e. whether the core owns the token or not (the T bit). Along with
the pair of bits (I,T), each core has a counter (C) that holds the number of transaction
retries. The core aks for irrevocability when C is 0.

When a transaction reaches the limit of retries, the L1 cache controller of the core
checks its (I,T) bits and acts depending on their value:

— (L, T) = (0,0): There are no irrevocable transactions running in the system and the
token is not owned. In this case, the controller broadcasts a token request message
that will be responded by the core that owns the token. Should the owner just start
irrevocability, the token is not sent and the requester keeps stalling until the owner
ends its transaction. If the token is received, the T bit is set to 1 and the controller
broadcasts an irrevocability request message for the other cores to set the I bit to 1.
The requester can safely continue its transaction in irrevocable mode, (I,T) = (1,1),
after acknowledgement of the other L1 cache controllers.

— (I,T) = (0,1): The core owns the token, so it can request irrevocability directly.

— (1,T) = (1,0): Someone else is running an irrevocable transaction. Consequently, the
transaction stalls. This value for the (I, T) pair can be found on transaction beginning
and after receiving an irrevocability message.

! The non-transactional write to the lock causes these aborts by means of strong isolation [13].
Correctness is ensured as locks and transactions are not allowed simultaneously.



Table 1: L1 cache coherence protocol modifications for irrevocability (highlighted in gray).

Events

%‘ L1 Replace L1 Replace L1 Replace L2 Replace L2 Replace | L2 Replace
7 —(xRVxW) RVXW)A(C>1) | xRVXW)A(CL]) | —(xRVXW) (xRVW) (xRVxW)

vV (L,1) V(1,1 (LOV(C>1) | (0,))A(C<D)
1 — — — ACK — -
S —/T Abort, C-1/1 Irre, Z ACK /I Abort, C-1/1 Irre, Zz
E | PUT(no data) /I Abort, C-1/1 Irre, Z ACK /T Abort, C-1/1 Trre, Zz
M PUT+Data /1 Abort, C-1/1 Irre, Z ACK+Data /I | Abort, C-1/1 Irre, Zz
Trre: ask for irrevocability

Z and Zz: recycle mandatory and request queue, respectively
(#,#): pair of bits (I,T)

We have modified the L1 cache controller to implement the anticipation to a block
replacement. Table 1 shows the modifications made to the protocol highlighted in gray.
L1 cache replacements are left untouched whenever either the block to be replaced is
not transactional, =(xXRVxW), or the core is in irrevocable mode and owns the token,
(I, T) =(1,1). However, if the block is transactional, xRVxW, the counter (C) is checked.
If C>1 (1 instead of O to anticipate the last abort) the transaction aborts and C is decre-
mented. Conversely, if C<1, the core asks for irrevocability and the mandatory queue
is recycled 2 so that the event is triggered later on. Should the core manage to get ir-
revocable, the L1 replacement is performed safely. If irrevocability is not granted, the
core stalls by continuously recycling the message that causes the eviction.

In case of L1 transactional block replacements due to L2 cache evictions (L2 Re-
place events in Table 1) we have different scenarios. If the core is running an irrevocable
transaction, (I,T) = (1,1), the event is treated as a normal L2 cache replacement. How-
ever, if the irrevocable transaction is of another core, (I,T) = (1,0), the transaction in this
core must be aborted in favour of the irrevocable one. Thus, the only situation in which
a transaction asks for irrevocability on an L2 Replace event is when C<1 and there is
no other irrevocable transaction in the system, (I, T) = (0,-).

The special case in which several transactions ask for the token at the same time is
arbitrated by the controller queue of the core that owns the token. The owner of the first
token request message found in such a queue is the one that gets the token. The rest
of the token request messages are ignored and the requesters stalled. They will ask for
irrevocability again after receiving a message of end of irrevocability.

4 Simulation Environment

The simulation environment comprises the full system simulator Simics [12], and the
Wisconsin GEMS [14] toolkit that includes Ruby. Ruby is a multiprocessor memory
system timing simulator, which we have modified to simulate the best-effort HTM sys-
tem outlined in Section 2, and the proposals described in this paper.

2 The cache controller comprises queues where coherence messages are buffered until they are
served by the controller [18]. In this case, there are a mandatory queue that holds the messages
from the CPU to the L1 cache, a request queue that holds request messages from/to the L1
cache and a response queue with response messages from/to the L1 cache.



Table 2: Workloads: Input parameters and transactional characteristics.

% Time

’ Bench ‘ Input ‘ # Xact in Xact avg|RS| | avg|WS]| ‘

Bayes -v32 -r1024 -n2 -p20 -i2 -e2 -s1 654 94% 87.64 48.91
Genome -g512 -s32 -n32768 19496 85% 23.34 3.58
Intruder -al10 -116 -n4096 -s1 54933 92% 9.87 3.06
Kmeans | -m15 -n15 -t0.05 -i random-n2048-d16-c16 | 8235 46% 6.23 1.75
Labyrinth -i random-x32-y32-z3-n96 222 100% 139.34 95.12
SSCA2 -s14-11.0 -ul.0 -19 -p9 93721 13% 3.00 2.00
Vacation -n4 -q60 -u90 -r16384 -t4096 4095 95% 63.20 10.16

Yada -a20 -1633.2 5447 100% 62.45 38.21

The target system is organized as shown in Fig. 1. It comprises 16 in-order single-
issue cores, with a private 32KB split 4-way L1 cache where the data cache holds two
read and write transactional bits per 64B block. The L2 cache is unified, shared and
divided into 16 banks of 512KB each. L2’s associativity is 8-way and it does not hold
transactional information. The directory keeps a full bit-vector of sharers. Each thread is
bound to a core, and so it is the operating system, so that there are not interferences such
as migrations and context changes. Consequently, there is a maximum of 15 threads for
the use of benchmarks.

The whole Stanford STAMP suite [16] was used for the evaluation. Table 2 shows
the parameters and characteristics of the benchmarks. Namely, the number of transac-
tions that successfully commits (# Xact), the percentage of time running transactions
(% Time in Xact), and the average RS/WS (read set/write set) cardinality of the trans-
actions, in cache blocks.

5 Software Fallback Path Evaluation

Figure 3 shows the fallback path code we have evaluated, which includes a variable to
specify the number of transaction retries and the Lemming effect® avoidance code [6,
11]. The code defines a thread’s local retry variable that is initialized to O (line 1).
The retry limit is defined globally (RETRY_LIMIT). We define two primitives to begin
a transaction: (i) TAKE_XACT _CHECKPOINT takes a register checkpoint where we want
to resume the transaction on abort, but it does not start transactional bookkeeping; (ii)
BEGIN_XACT begins transactional bookkeeping. Then, we can have non-transactional
code between the two primitives to check whether we have to take the fallback path
or not. The code to begin a transaction (lines 2-13) first takes a checkpoint and then
increments the thread’s local retry variable. Next, if the number of retries is greater than
the retry limit (line 5), the fallback path is taken by acquiring a single spin lock (line 6).
If the retry limit is not reached, the code executes transactionally and adds the lock to
the read set (line 10). The transaction is explicitly aborted if the lock is taken (line 11).
It should be noted that the thread waits for the lock to be released just before beginning
the transaction to avoid the Lemming effect (line 8). The code to end a transaction

3 If one transaction takes the fallback path, the others abort and wait for the fallback path lock
to be released, i.e. a complete serialization of the ongoing transactions is carried out.



1 localRetries = 0;

2 void beginTransaction(&localRetries) {

3 TAKE_XACT_CHECKPOINT; //Return point on abort

4 localRetries++; //Increment xact retries

5 if (localRetries > RETRY_LIMIT) { //Fallback? - - -
6 while (!lockAcquire(globallock)) ; //Acquire lock|<—> my?lcket ? atomicIncrement (globalTicket) ;
7 } eIse [ Execute transactionally while (myTicket != globalTurn)

8 while(lock != 0) ; //Avoid Lemming effect l«———— while(globalTicket >= globalTurn)

9 BEGIN_XACT;

10 if (lock != 0) //Add lock to the read-set if (globalTicket >= globalTurn)

11 ABORT_XACT; ABORT_XACT;

12 }

13 }

14 void endTransaction(localRetries) {

15 //1f not retry limit, assume lock's elided

16 if (localRetries <= RETRY_LIMIT)

17 COMMIT_XACT; //Commit

18 else 1ockRelease(globalLock);I IatomicIncrement(globalTurn); I

Fig. 3: Fallback code with retry limit and Lemming avoidance. Ticket lock alternative on the right.

(lines 14-19) checks the number of retries to execute either a transaction commit or a
lock release.

On the right hand side of Figure 3 we show an alternative implementation of the fall-
back path which replaces the single spin lock by a two-variable ticket lock [15]. Each
thread takes its own ticket before entering the critical section by atomically increment-
ing and reading the global ticket variable (line 6). Then, the thread waits for his turn by
checking it against the global turn variable. The global turn is atomically incremented
to release the lock (line 18). The implementation of the Lemming effect avoidance loop
(line 8) is more accurate with the ticket lock as the thread waits not only when the lock
is taken (Lock != 0) but also when there is a queue of threads waiting to acquire the
lock (globalTicket >= globalTurn).

Figure 4 depicts the speedup results obtained for those STAMP benchmarks that
scale to some extent. The fallback code used is that of Figure 3, with or without Lem-
ming avoidance (Lemm) and with single or ticket lock. The lazy single lock ap-
proach [5] is also shown, which is the same as the single lock without Lemming avoid-
ance but the lock is checked lazily at the end of transactions.* The retry limit has been
set to 5, which is a frequently used value [10, 21]. We have evaluated 3, 8 and 10 retries
as well. An increased number of retries (8 or 10) seems to perform better when the
number of threads, and therefore the contention, is high. For a low number of threads,
a low number of retries suffices (3 retries up to 4 threads).

The results show that the fallback path versions with Lemming effect avoidance
always beat the ones without it, due to the reduction in unnecessary serializations. As
far as the type of lock is concerned, the ticket lock reveals itself as a good option since it
reduces lock contention and ensures fairness in lock acquisition. But more importantly,
the ticket lock provides the information of how many threads are waiting to enter the
critical section and therefore, the Lemming loop waits for them to finish. Conversely,
the single lock does not provide such information. Thus, the threads waiting at the

41In this manner, multiple transactions are allowed to execute in parallel with the one in the
fallback path, as long as such transactions commit after the lock release and the fallback code
does not conflict with them.
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Fig.4: Speedup over the sequential application for different fallbacks and parameters (Lemm:
lemming effect avoidance, rtrs: number of retries).

Lemming loop may begin a transaction while other threads are contending for acquiring
the lock. Those transaction will be aborted by the eventual lock acquisition. This fact
is more probable in those benchmarks that spend a lot of time in transactions such
as Genome, Intruder and Vacation (see Table 2), which take advantage of the ticket
lock Lemming loop enhancement to avoid unnecessary aborts. SSCA2 and Kmeans
are most of the time out of transactions and they are not affected by the type of lock.
The lazy single lock yields good results since it encourages parallelism. However, the
performance is worse than the ticket lock with Lemming effect avoidance as the number
of threads increases, thus increasing the contention (e.g. Intruder, Kmeans and Vacation
with 15 threads). The fallback conflicts with the concurrent transactions.

6 Hardware Irrevocability Mechanism Results

Figure 5 shows the speedup of the baseline BE-HTM system with the hardware irrevo-
cability mechanism (Irre) and the software fallback path (Fback) with ticket lock and
enhanced Lemming effect avoidance. The hardware irrevocability mechanism counter
has been set to 5, as well as the retry counter of the fallback code. From these results
we can classify the STAMP benchmarks in the following groups.

Bayes, Labyrinth and Yada

The speedup obtained for these benchmarks is barely that of the sequential version. And
when there is only one thread the results are even worse than the sequential. The prob-
lem with performing worse than the sequential when we have only one thread running
in the system is the number of retries before getting irrevocable or taking the fallback
(set to 5 in this evaluation). With only one thread there is no abort due to conflicts, so all
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Fig. 5: Speedup of the hardware irrevocability mechanism (Irre) and the software fallback path
(Fback) over the sequential application. The geometric mean is also shown (GeoMean).

aborts are because of capacity overflows, that are usually persistent. This can be avoided
by maintaining different retry counters as stated in Nakaike et al. [17], where they adapt
the number of retries depending on the cause of abort. Three counters are used: one for
aborts due to the fallback lock, a second for persistent aborts such as capacity aborts,
and a third for transient aborts. In any case, the hardware irrevocability mechanism can
implement different counters as well and it performs slightly better than the fallback
path due to the last abort anticipation.

Although the irrevocable mechanism is better than the fallback one, these bench-
marks do not scale because they exhibit large transactions in average, as shown by Ta-
ble 2. In addition, Table 3 shows the number of irrevocable transactions and its cause,
and the majority of them are due to L1 replacements. We can also see how the num-
ber of irrevocable transactions increases with the number of threads because of conflict
aborts and capacity overflows due to L2 evictions (the latter primarily in Yada).

Kmeans and SSCA2

These two benchmarks scale well and behave similarly either by using hardware irre-
vocability or software fallback. This is due to the short time spent in transactions that
amounts to 46% for Kmeans and only 13% for SSCA2, which reduces contention.

The size of transactions in Kmeans and SSCA?2 is also a factor to consider. Their
small transactions make that the fallback path or hardware irrevocability are barely
taken. Actually, Table 3 shows 0 irrevocable transactions due to L1 and L2 replace-
ments. However, contention makes some transactions to abort and take the fallback or



Table 3: Average number of irrevocable transactions, broken down into those due to L1 or L2
replacements, and those due to conflicts. Average number of aborts of irrevocability and fallback.

Bench [ # Irrevocable Xacts (L1/L.2/Conflicts) [ Aborts(IRRE/FBACK) |
[ 4 th’s [ 8 th’s [ 15 th’s [ 4 th’s [ 8 th’s [ 15 th’s ]

Bayes 135(86/0/49) 148(68/0/80) 179(37/3/139) 653/728 788/1212 1040/1585
Genome | 1203(1120/0/83) | 1195(1017/0/178) | 1679(1358/21/301) 5022/7942 5582/10821 8217/16321
Intruder | 1055(22/0/1033) | 3794(36/0/3759) | 10562(110/1/10450) | 11455/10428 | 35861/39628 | 77299/96499
Kmeans 400(0/0/400) 970(0/0/970) 1815(0/0/1815) 2193/2074 5425/6537 10296/19185
Labyrint 97(76/0/21) 122(57/0/64) 160(44/0/116) 435/631 617/783 797/931
SSCA2 127(0/0/127) 283(0/0/283) 515(0/0/515) 657/575 1583/2140 3208/5486
Vacation 249(217/0/33) 347(280/0/68) 433(301/0/132) 1272/2924 1773/6221 2357/9874

Yada 1021(702/0/319) | 1245(710/0/535) 1557(628/57/872) 4651/9128 5895/12561 7600/13643

the irrevocability mechanism when we have more threads. For this configurations we
can see a slight benefit of irrevocability over the fallback version, or not so slight for
Kmeans and 15 threads, because the irrevocability mechanism stalls the transactions
instead of aborting them. Table 3 shows such an abort reduction that is up to 9000
transactions for Kmeans and 15 threads, which supposes an abort rate of 1.2 with irre-
vocability in contrast to the 2.32 of the fallback path.

Genome, Intruder and Vacation

For this group of benchmarks we obtain considerable benefits by using the BE-HTM
system with hardware irrevocability over the fallback configuration. They are bench-
marks with medium and small-sized transactions (Genome and Vacation) or that are
more contended (Intruder). These characteristics can be noted in the number of irrevo-
cable transactions that are due to replacements or conflicts in Table 3.

The hardware irrevocability mechanism not only performs better due to the anticipa-
tion of the last abort but also reduces the number of aborts by stalling non-irrevocable
transactions instead of aborting them. Table 3 shows that the number of transaction
aborts for the system with irrevocability is usually lower than that of its software fall-
back counterpart. The amount of wasted work is larger for the fallback path, specially
for Genome and Vacation with 15 threads, where the abort reduction is more than 50%.

Summarizing, the BE-HTM system with irrevocability speeds up the execution
about 2x with respect to the fallback path counterpart for Genome and Vacation, and it is
around 20% better for Intruder and Kmeans, for 15 threads. The rest of the benchmarks
yields similar or slightly better speedup by using irrevocability.

7 Related Work

Irrevocability in the context of HTM was first proposed in TCC [7] to deal with over-
flowed transactions. Blundell et al. [3] introduces OneTM-Serialized as a system where
overflowed transactions gets irrevocable and serializes the system to ensure forward
progress. Their implementation comprises a log-based HTM where the irrevocable
transaction can be aborted as old data can be recovered from the log. They use a shared
transaction status word residing in a fixed virtual location that acts as a mutex lock



to implement the irrevocability mechanism. We implement irrevocability with a token-
based mechanism distributed through the cache controllers, in the context of a best-
effort HTM system, comparing its performance with a software fallback path to gain
insight into the hardware that could enhance the fallback.

IBM Blue Gene/Q HTM [19] ensures forward progress on capacity overflows and
contention scenarios by means of an irrevocable mode. The irrevocability mechanism is
implemented in a runtime system, thus freeing the programmer from the task of provid-
ing a fallback code. The runtime decides if a transaction gets irrevocable in an adaptive
way. However, it has to abort a transaction to run it in irrevocable mode, whereas our
hardware irrevocable mechanism anticipates the abort and initiates the irrevocable mode
without wasting the work done so far by the transaction.

Afek et al. [2] propose a ticket-lock-based technique to improve the performance
of Haswell’s hardware lock elision (HLE). It is a different approach to our use of the
ticket lock. In this case, the ticket lock guards the HLE lock and is acquired by those
transactions that abort due to conflicts. Thus, the conflicting transactions are executed
speculatively in turn, in parallel with the non-conflicting ones. After a given number of
aborts, the transaction holding the ticket lock acquires the HLE lock and aborts all other
transactions in the system. In fact, it is a contention management approach.

8 Conclusions

In this paper we propose a hardware implementation of an irrevocability mechanism
to gain insight into the hardware enhancements that may speedup the execution of a
fallback path in BE-HTM systems. We find that anticipating the abort that causes the
execution of the fallback path and stalling the other transactions running in the system
yields a significant improvement over the abort-all fallback solution.

On the other hand, we propose an enhanced Lemming effect avoidance loop by
means of a ticket lock. A ticket lock provides precise information of how many threads
are waiting to acquire the lock, so the separation of transactional and non-transactional
execution can be performed more precisely.

We suggest having a hardware accelerated fallback path to retain both hardware
benefits and software versatility. However, the possibility of having a hardware alterna-
tive to the software fallback path can be interesting for the user due to its simplicity.
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